A proposal to separate the protein database into experimentally characterised and computationally characterised gene sets.

Background

In general, a database search is performed to answer two questions:

1) Can the function of this protein be predicted, based on similarity to proteins of known function?

2) What other similar proteins are known?

Before large-scale genome sequencing, these questions could be answered with the results of a single search. However, the large majority of the coding sequences (CDSs) now in the database have been generated by genome sequencing, and their function ascribed largely on the basis of similarity to other CDSs (or protein families). However, all of these characterisations are based on the same initial set of functionally characterised proteins.

It now seems imperative that we answer the two questions with searches against two databases:

1) A database of proteins whose function has been experimentally verified.

2) A database of all proteins. 

Separating these searches will allow a direct indication of the level of similarity of the query sequence to the original source of the information used to generate transitive and family annotations (especial when used in conjunction with the new introduced /inference qualifier). It should not replace whole database searches, motif searches, protein family etc., but should add a significant extra piece of information. It should go a significant way to avoiding transitive and incorrect annotation of new sequences added to the database, and therefore and bring much needed transparency to submitted annotation.

Proposal

It should not be necessary to physically separate the databases. The required result can be achieved by consistent use, and retrospective application, of the EXPERIMENTAL / NON_EXPERIMENTAL feature tag, and the ability to filter search results in real time using this tag. The searches would then have the statistical power conferred by a search against a large database, but show only the similarities to functionally characterised proteins.

The update of the current database to retrospectively include these flags would be manually intensive, but would be a once-only procedure, and would seem to be a reasonable use of the combined manpower of the GenBank/EMBL/DDBJ databases. The flag should then be mandatory for new sequences added to the database. Some ongoing curation would be required to update existing tags based on new functional characterisations in the scientific literature. Consistent use of systematic gene identifiers in the literature would make this significantly easier, and this should be encouraged through discussions with the journals. 

Use of systematic identifiers in the literature will also allow direct linking of the database entries to relevant manuscripts in the future.
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